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1. gimit R &
1.1. &4 RE
AZRERENHNEMIEIR Y —B 4 TR
Y=XW+b (1)
©7E PyTorch B@E X nn.Linearo MEFE LEH, KHEELFMEHZE:

- BABHKEH shape IR
- A ABERAR LR — MR
- RFEIEHE BETR 0L W, 9L X

XEW BT BN “AMTIR + T

flz)=2W +b (2)
WMREE 2W, ERTEHNAMTIR, HIESRAEMNEIZTRE, ML 2E, WMHEAERWE
¥, FRLAMU{BEIZHE, nn.Linear BIARFEM Linear, {BEXIA bias=True BYEPRFLE AT

T,

‘RAGRE EBNE: ETERFE loss Z2/E, BETRERAREBEZRER, HEEEKR
W, REMGEERE=10R:

- loss FAVE W IR S, HHE oLw
- loss % bias b FIREEER S/, tBALE 0L

- loss SN X MRERS), BHE oLX

EMNSUATFRRBN: oLw M oLb ARASERBE; 0LX BEEAN—F, LENE
B AR B

1.2. Embedding

ARNBTLIRRA—NERIZE, BMRELE, WO LIBERAIM—NRERFEHET

7o

one-hot B—MRTEHHESHH %, BRIFARKNES5, HSH 2 M token AIUG
[0,0,1,0,0] (3)

XIMEERE—MIER 1, HFREZE 0, FrLAY one-hot,

embedding table —1MrIE I, RIIFARKNE V, 81 token B hidden size Z d,
B84 embedding table B9 shape #i2:

E € RVxd (4)

% i1TE, 2% i 1 token MAERT. 1B token id %Xi## embedding B, ZA<B LMEENH
X N AYAR—1To

At AL embedding? EAER—IBRENS “BN° FESZ@DETEE, tokenid AR
B— MRS, WSZERBEANEREXSR; TEHRREZE, REMAUARRA BEEFREA.
BETREXLEESHF TRRLEE,

[E4ER] LAZRK :

- one-hot 5 embedding table f9x %
+ 71t 4 embedding lookup ] LUE RRAFHRAYAE PESR %



+ embedding ¥t atLEBIHEF S
1.3. 3BPEsEE St E 564550k E
Transformer B X ER 2 5EFETRE

- token R FANEFEFE
. attention F QKT
. attention INEBFE V

RSFIAEA:

* torch.matmul EREHEE TN AFZER
« F1t4 batched matmul 2 KRB S4TRE

« Aft4 GPU XL ER | K IF

1.4. MEHEME. SBHS5KRE
RSERIHEHFM “BIARHEMN %X

L, SBHLRAENM/LERKE, HEE

z = [21, Ty, ., T, (5)
B/ L, SBEEXA:
lzly = Va2 + a2+ . +a? (6)
_HBEHMETEALRIRSES, —4H#ERETEPFINKE, ERfISEERER
¥, BHRFEXNA—F. EHEXTEAEREESZ K,
fBign:
13,4, = V32 + 42 =5 (7)

FEARERE, SEHEEBAXREE hidden state. embedding., HEHBSHHIRE, WNRE—
MER L, SBHRKA, HACBEHRERERK; IRR/), RATEELZEAEE,

[E&EmT LR L :

© RIRATARREERMNE

© L, EHHREKENXR

- cosine similarity # attention score FYX &

2. MRS 58HKT: RAEENZD

2.1. itHE

PyTorch 8y autograd FIAB R EELHEIF—IKITEE, siAMEIEREREXR, REAMBIZE
ElfEHEE,

54T LI 1L :

« ftal “—PNIREFERE

© FAlHFTHR

* detach. no_grad N ARtMEE



2.2, #EzUEM
R EFBREHRFZOEEIVEN, Rig

z=f(y), y=g(z) (8)
B
Z e —aZu.qY
dax —ddy ddm 9)
B4R LU

T EFETCENMNEHE B EMER
- AtakEERAR EREEEFEAEIVEN
« A4 “BERE times EFHET B— 1M H—ER

2.3. ¥5iE loss FIBHIEE
WNERTBE LB —MRrEMK L, AEXNSE 0 REE:
V,L (10)
X—FENRIEREBE I :
loss.backward()
I

© AFTABEENX loss BinE
- Jacobian. gradient. vector-Jacobian product Zja/fx%
+ AfFA autograd FEZEERIETTE Jacobian

2.4, — R/ REEEGIF
RREENAMERERAEER:
= wz +b (11)
L=(y—t)? (12)
XB xRN, t 2BME, vl b BEFIINSE, L 2 loss. RIMITEIIFRZ:

1. % wz + b BEIFIE v
2. Btk y MBIRt, BRFHIREL

REFEBNIZER S RE. & loss WINE y FIRRE

05y =20y—1) (13

XAPERT. WRIFTN y TRA—R, loss REAE, #HHEET y = wr + b HEFEIE:

8%10 =z (14)
Y
Ip=1 1
88b (15)
802z =w (16)



RFEHETVUAN:

L L y __
8510 = 88y 3aw =2(y—t)z (17)

L, L .y, .

L L y B
851' = aay 8833 =2(y—t)w (19)

XMERBEEERZONER: ST TRRFENEECHEEHE, B LT R
Eo

£ PyTorch BaI UG AL :

import torch

X = torch.tensor(2.0)
t = torch.tensor(5.0)
w = torch.tensor (1.0, requires grad=True)
b = torch.tensor (0.5, requires_grad=True)

y=w=*x+Db
loss = (y - t) ** 2
loss.backward()

print(w.grad)
print(b.grad)

XEELASH, loss.backward() R/AEITEEBINA EEAFEEN. RITZE:

* w.grad FHIZ 3%10
* b.grad FHIE2 8%1)

R x WIGE T requires_grad=True, HBA x.grad BERTF 052, KIRIIZES, &
FEBE, TERN—BRAEEREFE,

[E4RR] ALK SR 4R1L .

3
i
&
o
=

- 0%b
- BEWRINE PyTorch H189 .grad
3. IFEIL5(ERi8: loss MIFEE

3.1. logits. softmax 5#t=
NERBRFBE SR logits, BIEHEIE:

exp(2;)

p; = 2:

exp(zj) (20)

j
fE42m] A :
+ logits AT AT EH=R



+ softmax A+ 4BEIEEE LT AR D
« R4 softmax B X BE—EH I

3.2, ZXIFHR
EERRIISERENIRE L — RIS,
RSFIRA:

© RXBHIENX
+ Aft4 next-token prediction 3% cross entropy £
* F.cross_entropy Z|KIEHI L SE—EMT

3.3. KLEES B ILES
EZEIE. RLHF, REEARFHRE, KEIHI KL HE.
4RI LAZR1K :

- KLEEAREE, BATAEHER “DHESR
+ teacher-student ZiENT A= KL
« PPO — 5B AT ABITHIRIR R

34. 898, FES5F3—k
RZBINGEFIEHNAITEE X
IEEGIYE

+ batch mean / variance B9/EF
+ LayerNorm fE8 4
- AtAF—BEBTFIILREE

4. LILEE: NEETSHNER
4.1. HE T
REANEHARE:

0 0—nVyL
X8 n BFEIEK,
4] AL :

© At ABELE T BEsRE LA
© At ABEREREM TR
© FIRRKAEXNDHZREMFA

4.2, Mt EHRE TR
KIERNENFA=RHEEHE—FT—F, MmEEA mini-batch,
EEERT LA4R1L

+ Aft4 batch BEREHUERER G
+ batch size WIEFENELAIRM
- gradient accumulation Z8f#R{t+ 4Rl

(21)



4.3, SGD. Momentum. AdamW
PyTorch & TLAIE L 28 S fa X R A R B SR RIS AN BB 2R B
GV

- SGD Ef#ft4

- ShERHAERNES

- Adam B9—ME. ZMEGIHEAALER
+ AdamW A{+43E weight decay JHI7 H ¥

4.4, BEHBESNERH
XEEERRGTIERIG, B EtEAERHEES X,
B4R A4R1L

- gradient clipping SN PR HI45 EEIBNE
* weight decay At 4 E#AERE I ENL
- XRENEIZZWNEEEIERB

5. Transformer X RAVEZIEIR

5.1. Self-Attention
Transformer Bz AR Z—=2:

T
Attention(Q, K, V) = softmax (QK ) v (22)

Vi,
e

+ Query. Key. Value EEHZMHARRE
« AHAERI /A,
+ mask BN ZERT

5.2. Multi-Head Attention
ZEFABHNAERBEES, MEUENERRFZEPHITEEXR,
[E4: ] LAZATL ;

© AT AEFEZ 1 head
+ 8 head NAEE N EC
* &/ concat BREMBNEM4

5.3. MLP. BEERESI)E
Attention 72 Transformer B92%F, MLP tHIFEEE,

MLP & Multi-Layer Perceptron 485, FSGEEN “ZRERBRAN. RFEREAE “%
B”, {B7E Transformer 7, EBEEMEHBNEMEN— N IELE MRS R E AR VFT RN
£, EIthLEN FFN (Feed-Forward Network) :

h=p@W; + b)) (23)



Hrh, £—E@FE hiddensize M d I KEIESHIREILERE, BUERER o WERMIELET
H, F_EBIBHESER d. NMRIEEEMNEMEBEMRERERE, Sl UEHE— %

HE, REREADFRSEIEEM; AN GELU. RelU X SiLU FECEXREUTS, MLP A RERT-EE
ZEVIEL MR R,

1£ Transformer #1, Attention fazRitR[E token ZEARACER(EE; MLP NS token
89 hidden state JRITHTEHE, WHEWR, E—H MLP SHENARFYIHHNEMIE, B

— /R MLP HEBEARBRESBEEFRMERN token, IR EFEBRIEAER: Attention it “M_LE
TXHEER”, MLP fatk “INIHaT token ELEVEREE",

£ PyTorch AR, — 1 &5 A7 Transformer MLP Bl IAE A% :

mlp = nn.Sequential(
nn.Linear(hidden size, intermediate size),
nn.GELU(),
nn.Linear(intermediate size, hidden size),

)
[E4:a] LIRTY

- FERIRMSEMT A
+ GELU fl ReLU BEH+AER
© SWIGLU XK =L N A/

5.4. R E%#&S LayerNorm
XERD B AEB R ENFNEERE,
[E42m] LAY -

© BREATAREHRESLRE

- LayerNorm MU AT
+ Pre-Norm #1 Post-Norm F9ZE5!

6. HEITBESIl4REY

6.1. FREFEE

RERSHR R SESEIHEMES, MErEaRREET S M EitE,
a4 n] LAY

+ float32. floatl6. bfloatle FIX3HI

- AftasHBW EE. Ti

* mixed precision A+ ABEEFEXEEH

6.2. softmax HE{EIEEM

BHiZH exp(z;) JRESEY, ELEMNEZESRAERABNT R,
[E4E T AL :

© AT A softmax(z) 5 softmax(z — max(z)) FM
* logsumexp FIGTEH AT HIT
© ATABEREMERE “KIAT”, MENIZESHENRR



6.3. HERKXSIHERIE
XAABRE LRIIFNR, BT LRFEXENNRERELRERNLER

RSFIRA:
- A ARERAERHIXA N
© AL, 13— BEEHER

- BERIMEMRAGTA, THARA

7. M PyTorch API BRgTEIECF LS
X—T e UM — KT RTR, TaH— e/ hRas:

* nn.Linear -> {8425 #%

* torch.matmul -> fﬁf‘ii@i / ?tt%fﬁﬁzﬁiﬁfi

* softmax -> |F— LIS ERARET

* F.cross_entropy -> log softmax + NLL

* loss.backward() -> R [E{&#E

* optimizer.step() -> SHEH

* optimizer.zero grad() -> AT —REEEE

8. —FERilldriER
MRBAERINFERER—R TS, AR FEX NS BIER:

Hi\ token SR embedding

embedding 23— RRL&M T, attention. MLP, 1% logits
logits FIELATE 1TH loss

autograd 1R#E loss kAIfE#E, SRS NSHAEE

optimizer {RIEEEEFH S

. BERZ®, HERAEEEGIH LRIEHY

FER LB HH—S AU “M—E &) PyTorch JIARERZITHNEF AR B

9. BN RS RHINF

MREEEZFERA, REMGZXNIRFH:

SKELE. BIERE. &R

#}UEN. autograd. RIAEEFHE

softmax. cross entropy. next-token prediction

BETE. AddamW. HEHE. FIFEAE

attention. mask. multi-head. LayerNorm

6. BEHEE. HERTEMY. IEPHNERFUR

XERHNEREZ: T8 “REERBENERZR” R, BEF “NarstillgExR”,
RIGBAIE Transformer YL,

10. 2535 AT 4 (U B B a)
HTHELETS, SIS HNDEFILR:

« A4 loss.backward () BEE BN EIFTESHBFE
- RAEEBIIKEEE Jacobian, FE2EEFINARA

ok

bk wn =



. attention AH4AR QKT , MARHHIH
- softmax MEZX PR AL E—FHIM

- AdamW #1 SGD 71 E % EEFIZRH A

- LayerNorm ZEVI—1L T HILELEE

- BEHBEAHIETHAE

« RERENTAFEE lossscaling

XOXEEMRAAREEE LR, FESRRIER—NAE, A LUETARIRIL N,
11. [r)E

- EREEREIIR, BIEIGIE, ATAMBLUXE, XMFEFEIRSUFEAR—Em
- &7 transformer By FREMLE, BEMRIEXNMNRARETIZR

y = = + SubLayer(z) (25)
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