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. REES

Y%%lﬂﬁﬁ? VLLM A vilm/model executor/layers/attention/mla attention.py Y
_compute prefill context, JLEE FHEIXER dtype BN ABIERM MLAIBIEAKAFA—
=

if (

use fp8 prefill or kv b proj w dtype !'= current platform.fp8 dtype()
) and kv b proj w dtype != torch.uint8:

kv_c normed = kv_c normed.to(_kv_b proj w dtype)

ZLIeRu:

XERABSRANE MLA BUERFEM, EINATEM K,V = W0 to(dtype) RBATIEX
fREIGR7E BF16. FP8. NVFP4. AWQ/GPTQ SAEMRASE LI FHRIEHN kernel#mo

2. MLA HighBy R B R

MLA B9#Zi0v2: KV Cache RER7ZE head FI5EEE Key # Value, MRRE— K4
latent A= ¢, UK—/\E& RoPE £ E Key,

FHHEIBRHAN X € R"* %, IBIE FRILIERL:
¢ = XWioun (1)

Hipc e R e, XN c BRBEFIIESE KV latent,
ITH attention Bf, M ¢ FRELEE head WA Key # Value:

Kf = cW;™ (2)
V=W (3)

Decoupled RoPE XZIMRE—ELAIE Key:

K, = Concat(K{, K]) (4)
Q; = Concat(Q5, QF) (5)
x5 attention {3724 softmax attention:
KT
head; = softmax L Vi (6)
Vd

FRLL MLA B XZ attention 2 A H, BT HIZ KV Cache PREMHA:

E3® MHA cache: K, V
MLA cache: c, K°r

3. VLLM i3 B Y335 BRGT

_compute prefill context &MEMIZE chunked prefill FEYASE context. EM KV cache Bi%
chunk BXHH 75 token B9 MLA cache, FARBIGEIRRERY attention kernel EER Key #1
Value,

KBERFE:

kv_c normed = workspace[:toks][..., : self.kv_lora rank]
k pe = workspace[:toks][..., self.kv_lora rank :].unsqueeze(1l)



kv_nope = self.kv b proj(kv_c normed)[0].view(
-1, self.num _heads, self.qgk nope head dim + self.v_head dim

)

k _nope, v = kv _nope.split([self.qk nope head dim, self.v _head dim], dim=-1)
k = self. concat k nope k pe(k nope, k pe)

POV (1l

BIeRS VLLM T2

C kv_c _normed
K™r k pe
[W*rupK; W*upV] kv _b proj
K~c k_nope

v v

Concat (K™c,K™r) k

FLtk:

kv_nope = self.kv b proj(kv_c_normed)
MEEILERN:

(K¢, V] = c[WK Y] (7)

FAEXE kv b proj —RMEW k nope M v, REEHE up-projection &FHk — "B AREIL
MR, EAMMREILLEZ T — IR,

4. kv b proj BRI b BHAER
kv b proj T RFRZ =M. XEBR b AE biase EPrIEEXNELMEEEE bias=Falseo

b 3R H DeepSeek MLA FTRER IR F M2

gq_a proj: Query {NE—ER%, B@EE down-projection, B%) q latent
g b proj: Query MIZE_ERIRE, BHERE up-projection, FF|& head B9 Q

kv_a proj with mqa:
KV MIZ$E—E3#%8, M hidden state 18%) MLA cache:
c M K r

kv b proj:
KV MIZE—ER#e%s, M c BREHE head B9 K*c 1 V

WIEIE, a/b RAXFIETHELE 1 EEME2EL:
x5 e B ke, V) 8)
£ MLABY KV BRIRE:

kv_a proj with mga(hidden_states)
-> latent cache = Concat(c, K*r)

kv_b proj(c)
-> Concat(K"c, V)

FrLA:



kv_b proj = KV branch, stage b projection
MIBRTTSE, EMEEH/GH up-projection:
kv_b_proj as [WK V)

XER b ARTREGBR “FTR NEE, FTERIECEMMLEREER bias, BAREE

kv_b_proj IBfi#RL—TMHTHY MLA IR0 4R,

5. At 4 prefill 2 23U#EE Key/Value
MLA B850 B %38 B I AT AOAE IR IR UL -

QiEN)" = (XW2) (W )"

7

= XI/V;Q (V[/;upK>TCT

e

VV;EH — VV;Q (V[/'iUPK)T

UK
Qi(K)" = XWete!
X#¥ decode BYATLUB R E XK E 1 head BITEE AR Key,

(9)

(12)

(13)

fH compute prefill context Fi& decode &%, M prefill context &2, VLLM £ MLA AR

REE MAERRS

decode:
query token %, Fi5E context K ;
EBEMAEY KV cache EEXF per-head K A1 ;
ifEfEERE MQA / matrix absorption X%

prefill:
query token %, IHEEGALRIEETE ;
BEMITESL ;
AR chunk IGEIRE K/V, $A/SH MHA-style attention.

FrlA prefill P EXHIR:

k nope, v = kv_nope.split(...)

RiEH MLAIBig, ©RI2EET compute-friendly B&12: X #i chunk ¥k K f v, &5%

XA chunk [FRER, AREMREFTE K/Vo

6. dtype ¥R EIREM+4
I AR BIMES R 8

(K¢, V] = Wy,

TSRS, MW, F—EHZ BF16, FIHE

c XHBE&E cache/workspace: BF16 B FP16
c kB FP8 prefill/cache: FP8
W up TENE: BF16 3% FP16

(14)



W up FP8 #X&E: FP8
W_up NVFP4 #XE: packed uint8
W up AWQ/GPTQ #E: 21t layer B2EX params_dtype

XETEIFRITHR SRS EBIEMFE, MR ™MEFEE linear kernel:
[K°, V] = Linear(activation, weight)
AT kernel $IZFWREITHAEERY activation dtype, BETEIEH kv b proj BIME:
¢’ = cast(c, expected activation dtype)
(K, V] ='W,

XA cast RN IZIEAERE MLA ATURIH—F, MR II2KIMABEIERIVER,.

7. +4 2 linear kernel
XEBEH kernel FREM A ENIZTE], WARRIERS kernel, M= GPU RIEZEN
kernel: —E&7E GPU EHITHERITERREF.

linear kernel IEHITERMEENREEF. HFELERRZE:
Y=XW
X MLA KB, ERZE:
kv_nope = self.kv b proj(kv_c _normed)[0]
MM AT:
[K¢, V] = c[W1 K wuwV]

(16)

(17)

(19)

B GPU kernel RRXIOATL, @EXROHAN. NXE. scale. HihpY dtype MAERE. f0:

BF16 linear kernel:
activation @ER BF16
weight BE= BF16
output BEHEE BF16

FP8 linear kernel:
activation TJRERE FP8, Z&4H layer REPEI(L
weight & FP8
IEEERE scale

NVFP4 linear kernel:
weight AJBEIL uint8 packed HIUREHD FP4 E
activation @E{h=Z BF16/FP16
kernel WEBIRIE scale WEENE

FRLASCAS I “linear kernel BEFESZRY activation dtype”, RRBE:

$1T kv_b proj XMELMER CUDA/Triton/CUTLASS/AITER EERER,
EREHER activation tensor FHEXFN dtype.

MR kernel HAEE BF16 activation, #1=3%| FP8 activation, BIREREERIFE. FREETT, TE

EE$HI%8Y quantization B&1E. kv c normed.to(...) BIEARFLETEIAR kv b _proj Bl

latent ¢ HEERIXZ linear BRZBEIEZHEUER .



8. XA REFE M
A :

kv b proj w dtype = (
self.kv_b proj.weight.dtype
if hasattr(self.kv_b proj, "weight")
else self.kv_b proj.params_dtype
)
if |
use fp8 prefill or kv b proj w dtype != current platform.fp8 dtype()
) and kv b proj w dtype != torch.uint8:
kv_c normed = kv_c _normed.to( _kv_b proj w dtype)

E—&:
use fp8 prefill

BB R prefill attention BZEAT FP8, IttAY workspace B kv ¢ normed FJBEE FP8, {B
kv_b_proj RUABEEIZIZ FP8 activation, /97 k& dtype RILEE, FTEHEAL kv_b_proj HAEE
89 dtype.

IR

kv _b proj w dtype != current platform.fp8 dtype()

EBRE kv b_proj WIXEFRZTFA FP8 dtype, LLIIMNER BF16, AN latent L HEER
FY BF16, 7 BeiEEH&E BF16 linear,

E=E5:
_kv_b proj w dtype != torch.uint8

X2 NVFP4 B985 (RIF. NVFP4 I E @ & LA packed uints R7%, 1B activation RE/iZ %
F% uint8, YNSRIE latent c ¥Rk uint8, MEBXMAT !

Ef: 25 latent ¢ -> NVFP4 linear RAEZE(h/REB(LIRE
EiR: c.to(uint8) -> FHEEWEEBKEM

PR AIRTE S

WRAFZE NVFP4 packed weight, B c %A kv_b proj HAZERFES/FP8 dtype;
INERE NVFP4 packed weight, #{R#F ¢ & model dtype, it linear layer REFLIEEfL,

9. At ATERMEBIER—
F—HREEHRBA=R
Ke,V =cW, (20)

RBAE:

kv_c normed = kv_c normed.to(...)
kv_nope = self.kv b proj(kv_c _normed)

XER to(...) BIRBERITERIU, FREELEH,
£, EIeREEERIEREETT Key, RBBAIERERR k_nopeo



BEEEXEERBET prefill context, prefill AT &M, "L chunk IGE#I1E K/Vo
decode A E##i matrix absorption / MQA-style B2 IRV E KV BRI,

%=, kv_b proj.weight.dtype == torch.uint8 5 1L AIRLLA activation tBE uint8,
XRHBIRE. uints EXEHE packed NVFP4 INEMEMERT, FERIEIC LAEE,

activation latent c AR IZ 1B/ RBUE# N quantized linear,

10 . _Eiilé\éﬁ
_compute prefill context f{BYE:

M MLA KV cache mi% chunk EXH c # K*r,

F kv_b _proj 8 c IGEEER K~c M V,

B K = Concat(K*c, K*r),

HE query IX—IRFAE context B9 attention,
BR LSE 7% chunk B softmax A&

dtype FiRMHEIZE

AT [K*c,V] = ¢ W_up i,
# c EEM kv b proj BMEFEE linear kernel BEREZH activation
EERIERTAT, A2 MLA BT,

dtype.
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